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Executive Summary  
As generative AI moves onto personal computers, storage is no 
longer a background subsystem. SSDs increasingly sit on the 
critical path of user-visible AI performance. In modern AI PCs, 
SSDs influence how quickly a model responds, how smoothly 
inference runs, and how systems behave when memory is 
constrained.  

For example, for documents that are queried repeatedly, such 
as a 10,000-word office policy or a product data sheet, 
regenerating KV cache for the entire content on every new 
session can take hundreds of seconds of processor time and 
energy. By contrast, storing that KV cache on the SSD and 
reloading it could potentially cut response time from 
minutes to a few seconds.  

This paper examines how contemporary on-device AI workloads 
interact with SSDs across the full inference lifecycle, from model 
loading and context reuse to retrieval-augmented generation 
and memory-constrained execution. Using detailed SSD level 
I/O trace analysis, it shows that AI inference stresses SSDs in 
several distinct ways, each with different performance 
sensitivities.  

The central finding is simple but clear - Peak throughput alone 
does not necessarily predict AI responsiveness. Instead, 
consistent bandwidth delivery, low-latency behavior at low 
queue depth, and predictable quality of service increasingly 
shape user experience. As AI PCs evolve toward larger models 
and longer contexts, SSD behavior becomes a first-order 
system design variable rather than an afterthought. 

 

Introduction 
AI PCs combine CPUs, GPUs, NPUs, DRAM, and NVMe SSDs 
into a tightly coupled hierarchy. Traditionally, DRAM handled 
active computation while storage served as a passive 
repository. That boundary is now fluid.  

  

Key Takeaways  
The analysis in this paper points to concrete design 
priorities for SSD architects and system designers: 

Sustain Consistent Sequential Bandwidth 
Model load and KV cache transfers demand 
sustained multi-GB/s reads with minimal variance. 
The requirement is not peak bandwidth, but 
consistent throughput across the transfer window.  

Deliver Consistent Low Latency at Low Queue 
Depths 
Low-QD (QD1–QD4) latency governs TTFT in RAG 
retrieval. SSDs must prioritize deterministic, low-
variance read latency to prevent tail-driven stalls 
during vector lookup, data and metadata retrieval. 

Optimize Firmware for Mixed and Asymmetric 
I/O 
AI PC workloads rapidly shift across sequential 
reads, random access, and mixed read/write 
pressure. Firmware must adapt in real time — 
preserving read QoS during write activity and 
avoiding GC-induced latency spikes that disrupt 
retrieval and decode. 

Ensure Endurance and Thermal Resilience 
Decode-from-storage repeatedly stresses narrow 
address ranges at token cadence, introducing read-
induced amplification effects — GC pressure, 
mapping churn, and write interference — that differ 
from traditional client workloads. 

The question is no longer whether SSDs matter for 
AI PC performance. They do. The question is 
whether storage is designed, specified, and 
validated against the I/O signatures that on-device 
AI produces. 
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Figure 1: AI PC System Architecture Highlighting Memory–Storage Interaction During On-Device Inference 

 

Large language models, multimodal architectures, and expanding context windows routinely push beyond practical 
DRAM capacity on client devices. Operating systems respond by paging, caching, and prefetching, which brings SSDs 
directly into the execution path. As a result, inference performance emerges from the interaction of compute, memory 
capacity, memory bandwidth, and storage behavior.  

In this environment, SSDs do more than load files. They back memory-mapped model weights, persist attention state, 
host vector databases, and sometimes supply data at token cadence during inference. Each of these roles produces a 
distinct I/O signature and exposes different SSD characteristics.  

The sections that follow examine these workload dimensions individually using storage‑level I/O analysis to 
characterize how each phase engages the SSD. This approach establishes a systems‑level view of storage behavior 
within the AI PC inference lifecycle and provides the foundation for understanding how storage characteristics 
influence overall inference execution. 

Model Load and Time to First Token  
Why this matters: When a model is not already resident in memory, inference cannot begin until enough model state is 
fetched from storage. In cold-start scenarios, this directly influences time to first token (TTFT).  

Model loading is the first serialized stage on the path to any on-device AI output. Regardless of modality (text, vision, 
or multimodal), inference cannot begin until sufficient model state has been delivered from SSD into memory and 
made executable. The time spent in this phase directly contributes to TTFT, the point at which the system transitions 
from a user request to observable model output.  

TTFT is often discussed starting at the prefill stage, where the input prompt is tokenized and the initial key-value (KV) 
cache is constructed. However, this definition implicitly assumes that the model is already available in memory. On 
edge systems where AI is running locally, this assumption does not hold. On a cold start or following model eviction, 
prefill cannot begin until the model has first been fetched from SSD and made executable. As a result, model load is 
best understood not as outside TTFT but as a prerequisite for it.  



MICRON WHITE PAPER 

 

 

3 
 

Cold Load (First Time Model Initialization)  

A cold load refers to the first access to a model after system boot, application launch, or after the model has been fully 
evicted from memory. In this scenario, the model must be read from SSD, internal structures must be initialized, and 
weights must be staged into a form accessible by the execution backend.  

Across platforms, two dominant load behaviors emerge from a storage perspective:  

MMAP‑on model load (memory-mapped), where the model is faulted or prefetched incrementally.  

MMAP‑off model load (explicit full load), where the entire model is eagerly read into memory before inference begins.  

1.1.1 Case study 1: MMAP‑on model load  

With MMAP-on, only minimal metadata and initial pages are brought into physical memory at load time. The majority of 
model weights remain on SSD and are progressively faulted or prefetched as the runtime prepares the model for 
execution. 

Figure 2: Logical Outstanding File/Block I/O During MMAP-on Model Load  

 

Note 1. Values reflect software‑level concurrency derived from I/O issue and completion timing. Deep, steadily 
increasing outstanding I/O indicates aggressive read‑ahead and sustained sequential access, enabling incremental 
model execution readiness. 

Observations:  

1. The full model is read predominantly as ~1 MB sequential transfers.   

2. Outstanding I/O (Queue Depth) increases steadily during the load phase, reflecting aggressive read‑ahead 
and prefetch behavior by the OS and runtime.   

3. On a PCIe Gen5 device, the interface provides approximately 2× higher bandwidth than Gen4, which reduces 
this model load time from ~800 milli seconds on Gen4 to ~400 milliseconds.   

Interpretation:   

With MMAP-on, model weights remain file-backed and are faulted or prefetched incrementally. From the SSD’s 
perspective, this produces long, sequential reads with queue depth scaling quickly, and sustained bandwidth 
determines how fast the model becomes executable. 
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Case Study 2: MMAP-Off Model Load 

With MMAP-off, the model file is explicitly read in its entirety into memory before inference can begin. This results in a 
markedly different interaction pattern with the SSD. 

Figure 3:  Logical Outstanding File/Block I/O During MMAP-Off Model Load 

 

Note 1. Concurrency remains limited and bursty, with idle gaps between read phases caused by host‑side processing.  
Values reflect software‑level I/O concurrency rather than physical SSD queue depth. 

Observations:   

1. The host issues bursty read sequences, rapidly queuing ~14–15 outstanding requests per burst. 

2. Transfers are dominated by 2 MiB reads, plus smaller boundary‑aligned fragments (e.g., 4 KB), reflecting file 
layout and alignment effects.   

3. Each burst transfers approximately 31–33 MB and completes in ~5-6 ms on PCIe Gen4 device, with PCIe Gen5 
device this can be completed in ~2.5-3 ms.   

4. Between bursts, the SSD is idle for multiple milliseconds while the host performs allocation, parsing, and 
staging/copy operations.   

Interpretation:  

With MMAP-off, the application explicitly reads the entire model into memory. Here, storage activity is bursty. The SSD 
delivers very high instantaneous bandwidth during read bursts but sits idle between them while the host allocates 
memory and prepares weights. End-to-end load time depends as much on host behavior as on the device. 
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SSD Characteristics That Shape TTFT 

From a system standpoint, the summary of the SSD impact on TTFT is shown below. 

Table 1: SSD Impact on TTFT 

SSD Impact on TTFT 
Use Case Characteristics Memory Mapping Enabled (MMAP-On) Explicit Load (MMAP-Off) 
Throughput  Sustained, near-peak bandwidth 

throughout load 
Not sustained; limited to burst windows  

Queue depth behavior  Gradually increasing and sustained Bursty; limited concurrency per phase  
Latency profile  Stable latency across transfers  High variance due to idle gaps and 

fragmentation  
Transfer pattern  Predominantly large, sequential reads Mixed pattern: large bursts with 

interleaved small fragments  
Transfer granularity  Uniform, ~1 MiB-aligned I/O  ~2 MiB bursts with smaller boundary-

aligned fragments (e.g., 4 KB) 
 

Key Value (KV) Cache Offload and Reload  
Why this matters: Persisting attention state can eliminate recomputation, it shifts performance sensitivity 
from compute to storage.  

Transformer-based inference (text, vision, multimodal) maintains a KV cache that stores attention state from prior 
tokens (or image patches). Reusing this state avoids recomputing attention for the full history at every step, improving 
throughput and latency during autoregressive generation. As context windows grow and prompts become richer, KV 
caches expand to multi-gigabyte sizes that can exceed practical DRAM budgets, making KV cache capacity a 
dominant driver of memory pressure and influencing both runtime performance and energy use.  

Figure 4: KV Generation (Full Recompute) vs. KV Restore (SSD Reload)  

 

Note 1. In our test, KV reload completed in under one second for a ~9,000-token prompt, while KV recomputation 
scales linearly with prompt length.  

This section explains 1) why KV cache growth; 2) how offload/reload mechanisms interact with SSDs; 3) what storage 
read/write patterns emerge in practice. We then validate the expected behavior using a concrete Windows + llama-cli 
trace, and close with practical persistence examples that motivate subsequent RAG system design.  
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Why KV Caches Grow and Why They Stress Memory  

KV cache size scales roughly with:  

• Context length (long prompts, multi-turn sessions)  

• Model dimensionality (hidden size, number of KV heads, number of layers)  

• Modality (vision caches per patch; multimodal caches cross-modal states)  

In long-running or repeated sessions, KV caches can exceed available DRAM capacity or become too expensive to 
recompute. This motivates two related strategies:  

KV offload under memory pressure: move KV cache contents to secondary storage (SSD) when DRAM pressure is 
high.  

Deliberate KV persistence: save KV cache to SSD intentionally so it can be reloaded later, avoiding recomputation.  

Both strategies drive SSD traffic, but with distinct write vs. read signatures. 

Figure 5: KV Cache Memory Growth Vs. Context Length Across Representative Models 

 

Note 1. As context length increases, KV cache size scales rapidly (often linearly with tokens but with model-
architecture), reaching multi‑GB levels at long contexts (e.g., 16k–32k). This growth can exceed practical DRAM 
budgets on client devices and motivates KV offload/reload strategies. 

Case Study - KV Offload and Reload Behavior   

To exercise the KV reuse, we used llama.cpp's KV cache persistence feature to store the fully evaluated attention 
states of a ~9,000-token document. This produced approximately 1GB of KV cache data written to SSD, representing 
the complete attention state across all layers and KV heads for that prompt. During reuse, the previously persisted 
attention state is loaded instead of recomputing attention across all tokens from scratch.  

The following observations characterize SSD implications.  

SSD write implication: The write path produces moderately sized buffered writes, which the OS asynchronously 
coalesces and flushes as short-lived segments with shallow queue depths. The key SSD attribute for this path is the 
ability to absorb a large contiguous payload in a single burst without throughput degradation or write stall.  

SSD read implication: The reload path transitions cleanly from small irregular reads for sequence matching to 
large, sequential streaming of the buffered KV cache, with the Windows Cache Manager actively pipelining data ahead 
of the application. The key SSD attributes for this path are sequential read bandwidth and large-block throughput 
consistency. The SSD must sustain high throughput across consecutive large transfers to keep the prefetch buffer 
filled and prevent stall gaps from dominating the reload window. End-to-end reload latency is not solely SSD-bound, 
as host-side memory allocation and KV rehydration also contribute meaningfully to the overall timeline. 
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Practical KV Persistence Examples 

Example 1: Organization-wide shared documents (e.g., travel/HR policies) 

A long-shared policy document can be processed once to produce a KV cache. That KV cache can be persisted and 
reused by employees again, enabling KV context instantly available without re-prefill. This reduces: 

• Prefill time 

• Compute load (CPU/GPU/NPU) 

• Laptop energy consumption 

Example 2: Persisted personal chat sessions 

Users frequently revisit the same conversation threads (planning, code discussions, travel, etc.). Persisting “most 
visited” KV states avoids reprocessing thousands of tokens and improves responsiveness and power efficiency. 

However, KV cache size grows rapidly with long contexts, often approaching or exceeding model size depending on 
architecture and sequence length. At extreme context lengths, it becomes inefficient to store or reload full KV history 
when only a portion of the conversation remains relevant. 

Bridge to Next Section 

KV cache persistence is powerful precisely because it eliminates recomputation, but it carries an implicit assumption: 
that the entire past context remains relevant. For short, focused sessions this holds. As context length grows, it breaks 
down. Restoring a multi-GB attention state to extract a small slice of relevant knowledge is the storage equivalent of 
loading an entire database to answer a single query, wasteful in bandwidth, memory, and energy. 

This is the fundamental ceiling of the KV persistence model, and it motivates a different architectural approach: 
instead of storing the model's internal attention state, store the knowledge itself and retrieve only what is needed. 

That approach is retrieval-augmented generation (RAG). 

Retrieval augmented generation (RAG) 

Why this matters: In RAG systems, retrieval often happens before generation, making SSD latency a gate on 
responsiveness. 

Core Idea: Storing Knowledge Instead of State 

RAG shifts systems away from KV style “save everything, restore everything” persistence toward selective, query time 
retrieval of external knowledge. Rather than persisting in the model's internal attention state and reloading it 
wholesale, an RAG system persists in an external representation of knowledge (document text, embedding vectors, 
and index structures) and retrieves only the most relevant pieces at query time. 

The retrieved content is inserted into the prompt, and the model recomputes KV only for that smaller, relevant context. 

This fundamentally shifts the storage workload. KV persistence was dominated by large, sequential transfers during 
state reload. RAG instead produces a mixed access pattern dominated by small block, low queue depth random reads 
during vector index traversal, metadata lookup, and chunk retrieval. 

In these latency sensitive phases, SSD tail latency at QD=1 directly influences TTFT, especially for cold queries where 
index data is not yet resident in DRAM. 

RAG introduces a second data plane alongside model weights: 

• Model plane: model weights and runtime state (KV) 

• Knowledge plane: document store + embedding vectors + index structures 

RAG allows retrieval and response generation to be handled by different models. A compact embedding model 
performs semantic search across the knowledge base, which greatly reduces the data that must be stored and 
accessed. The larger LLM is then used only after the system has retrieved the most relevant pieces of information, 
allowing it to recompute KV for just that narrowed context instead of the entire Knowledge base. 
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RAG typically operates in two distinct phases, each exercising the SSD differently and each shaping the system’s 
ability to deliver fast, context aware responses. 

Ingestion Phase (Vector Database Construction) 

Before an RAG system can answer queries, it must ingest the knowledge source (documents, PDFs, webpages, notes, 
tables, images) and convert it into a form that supports fast similarity search. Ingestion is essentially a data engineering 
pipeline that transforms raw content into three durable artifacts: 1) text/media chunks; (2) embedding vectors; (3) a 
searchable index plus metadata mappings. 

Figure 6: RAG Ingestion Pipeline: From Raw Documents to Indexed Embedding Vectors 

 

Note 1. High-level RAG ingestion flow showing document chunking, embedding generation, and vector indexing with 
associated metadata. 

RAG Footprint on SSD:  

Vector Payload Size 

If each chunk produces an embedding vector of dimension d, stored using a datatype with B bytes/element, and N 
chunks are ingested: 

𝑆𝑆𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣 = 𝑁𝑁 ⋅ 𝑑𝑑 ⋅ 𝐵𝐵 bytes 

Common values: 

FP16 → B = 2 

FP32 → B = 4 

INT8 → B = 1 (quantized embeddings; not always used) 

Example: N = 1,000,000 chunks, d = 768, FP16 

𝑆𝑆𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣𝑣 = 106 ⋅ 768 ⋅ 2 = 1.536 × 109 bytes ≈ 1.43 GiB 
 

So: 1M chunks@ 768-dim FP16 → ~1.43 GiB just for vectors. 

Vector storage scales linearly with the number of ingested chunks. For FP16 embeddings, 1M chunks at d = 768 require 
~1.43 GiB for the vector payload alone; larger embedding dimensions increase footprint proportionally. 
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Figure 7: Embedding Vector Payload Size as a Function of the Number of Ingested Chunks for a Fixed Embedding 
Dimension (d = 768) 

 

The plot illustrates how vector storage footprint grows linearly with the number of chunks and is strongly influenced by 
numerical precision (INT8, FP16, FP32). At large corpus sizes, embedding precision choices alone can shift vector 
payload requirements by multiple terabytes, directly impacting SSD capacity consumption, ingestion write volume, and 
long-term storage planning for on device and client-side RAG systems. 

The full database footprint also includes index structures and metadata mappings, which add approximately 

                                   S_index≈N⋅i  and   S_metadata≈N⋅m  

where i and m depend on the index type (Flat/IVF/HNSW/PQ) and metadata representation (compact binary vs 
JSON/SQLite). If chunk text is stored in the same system, that adds an additional S_chunks≈N⋅t, which can be 
comparable to vector payload depending on chunk size and compression. 

To give a practical sense of scale, we assume illustrative per chunk overhead values for index structures, metadata, 
and stored chunk text. These values, index overhead (i), metadata size (m), and chunk text size (t), can vary significantly 
across implementations (FAISS Flat vs IVF vs HNSW, binary metadata vs JSON/SQLite, compressed vs uncompressed 
text), so the numbers below are presented purely for conceptual guidance, not as prescriptive measurements. 

Example storage breakdown for 1 million chunks (d = 768) 

Assumptions (illustrative): 

 Vector d-type: FP16 → 2 bytes/element 

 Embedding dimension: d = 768 

 Index overhead: I = 16 bytes/chunk (FAISS IVF Flat–like light index) 

 Metadata size: m = 128 bytes/chunk (compact binary metadata) 

 Chunk text average: t = 1024 bytes/chunk (~1 KB of text per chunk) 

Table 2: Formulas for When N = 1M Chunks 

Resulting Footprint (for N = 1,000,000 Chunks) 
Component Formula Approximate Size 
Vectors (FP16) 1𝑀𝑀 ⋅ 768 ⋅ 2 bytes 1.54GB  
Index overhead  1𝑀𝑀 ⋅ 16 bytes  16MB  
Metadata  1𝑀𝑀 ⋅ 128 bytes 128MB  
Chunk text  1𝑀𝑀 ⋅ 1024 bytes 1.00GB  

Total (approximate)  
 

2.69GB 

 

Note 1. Approximate SSD storage footprint for a RAG knowledge base with 1,000,000 chunks using 768-dimension 
FP16 embeddings, showing contributions from vectors, index structures, metadata, and stored chunk text. 
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Query Phase (Similarity Search and Context Retrieval) 
Once the vector database is built, the query phase is where RAG performs its real work. This phase is fully 
latency‑critical because it happens in the loop of a user request, before the LLM can begin generating the first token. 
The system must transform the user’s question into an embedding, search the vector index, retrieve relevant chunks 
and metadata, assemble an augmented prompt, and only then run the LLM. 

Figure 8: Query Time RAG Pipeline Showing Prompt Embedding, Vector Search, Metadata Lookup, Prompt 
Assembly, And LLM Response Generation 

 

Together, these steps form the RAG retrieval path, a tight loop where the SSD’s characteristics, particularly small‑block 
random read latency, often dominate TTFT (Time to First Token). Unlike model loading (which is bandwidth‑bound and 
highly sequential), the RAG query phase stresses the SSD in a fundamentally different way: small, latency‑bound, 
low‑QD access patterns, often clustering around the same LBA neighborhoods as the index fan‑out proceeds. 

This sets up the deeper analysis in the next subsections, where we break down the exact disk‑read patterns, cold vs 
warm query behavior, and how storage performance shapes user‑perceived responsiveness in RAG systems. 

In multimodal RAG systems where image patches, tables, or audio embeddings must also be read from disk along with 
text. 
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Case Study A: Querying a RAG System 

Figure 9: Bandwidth Shifts During RAG Retrieval Pipeline 

 

 

Note 1. SSD bandwidth utilization over time during a RAG query, showing distinct phases for index loading, model 
loading, and query time vector database access. The trace highlights the shift from bandwidth dominated sequential 
reads to low throughput, latency sensitive accesses during similarity search and metadata retrieval. 

Figure 10: Disk LBA Access Pattern During RAG Query and Similarity Search 

 

Note 1. Disk level LBA access pattern during a RAG query, showing scattered reads with localized clusters. This access 
pattern is characteristic of vector index traversal and candidate refinement, in contrast to large, contiguous sequential 
streaming seen during model or index loading. 
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Observations:  

The trace shows a strictly phased loading sequence. First, the Level 0 index comes in as a single stream sequential 
read, with low queue depth. Immediately afterward, the LLM model loads, using multiple parallel sequential streams, 
pushing higher queue depth. 

Once the user query arrives, the I/O pattern changes sharply. A small slice of a SQL/Vector database is touched for 
similarity search, appearing as a dense cluster of 4 KB random reads at QD ≈ 1. The scatter plot shows tens of 
thousands of 4 KB reads concentrated in a narrow LBA region, with many accesses hitting previously cached blocks 
and only the cold sections pulled from SSD. 

Document chunk retrieval follows the same pattern: small, low QD random reads, each only a few kilobytes, with no 
sustained streaming behavior. These chunk fetches appear sparsely across the LBA space depending on where each 
document fragment resides. 

For cold queries, the SQL/Vector DB portion reloads every time. In these windows, the trace shows that 4 KB random 
read performance at QD = 1 directly shapes the tail of query latency, gating TTFT. 

Interaction with Model Execution (TTFT Decomposition) 

RAG introduces additional work before token generation begins: 

• Retrieve context (index + chunk reads) 

• Assemble augmented prompt 

• Run inference on augmented prompt 

So: 

• Normal TTFT = Model load + model prefill  

• RAG TTFT = Embedding model load + knowledge fetch + new prompt prefill  

For many on-device workloads, especially with large indices or limited DRAM, the retrieval segment can dominate 
TTFT. 

SSD Read/Write Behavior Under Memory Pressure and Large-Model 
Execution (Decode-From-Storage Regime) 
Why this matters: If model footprints exceed DRAM, storage latency can influence every generated token. 

When the model footprint exceeds available DRAM, the system enters a decode from storage regime. In this state, 
NVMe storage becomes part of the inference path and creates bottleneck. SSD traffic is no longer dominated by a 
one-time model load; instead, model execution repeatedly touches storage backed address ranges during each 
decode step, with the same narrow logical regions accessed as tokens are generated. The resulting I/O is typically 
small-granularity, latency-sensitive, and often token-synchronous, where SSD read latency and read quality of 
service directly influence per token progress, while repeated access to those narrow regions introduces endurance 
characteristics that are qualitatively different from cold start loads or RAG retrieval. Storage is no longer amortized at 
load time; it becomes part of steady state inference. 

Key signature: In our run (≈10 generated output tokens), all three figures below 4.1, 4.2, 4.3 show ≈10 repeating access 
motifs, indicating that a similar storage-backed working set is exercised once per token step. 

Case A, MMAP-On Inference (Model > DRAM): Token Synchronous Page in Reads 

With MMAP-On, model weights remain file-backed and are faulted in memory on demand. When the model cannot fit 
in DRAM, decode repeatedly triggers page-ins from the same mapped regions. This collapses the boundary between 
“load” and “inference”, and SSD reads become coupled to forward-pass execution. 
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Figure 11: Full Window Read/Write LBA Scatter + Rolling Median I/O Size 

 

Note 1. LBA scatter over the full trace window for MMAP-On inference when the model footprint exceeds DRAM. Read 
activity is concentrated within the model file’s mapped address space, which is repeatedly accessed as decoding 
progresses. The trace shows ~10 recurring access patterns, corresponding to the ~10 output tokens generated, 
indicating that the same model-backed regions are re-read once per token rather than streamed once during 
initialization. 

Observed SSD Pattern (Model > DRAM Capacity): 

Predominantly repeated reading concentrated over a limited LBA range (mapped model file regions). 

Strong periodicity aligned to token generation (≈10 repeated motifs for ≈10 tokens). 

This is a fundamentally latency-bound mode: token throughput and tail latency become sensitive to NVMe read QoS 
because the model working set is effectively being “touched” from storage repeatedly. 
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Figure 12: Zoomed Read/Write LBA Scatter + Rolling Median I/O Size 

 

Note 1. Zoomed LBA view for MMAP off inference, where model execution exceeds DRAM capacity and paging is 
invoked. Reads and writes are issued against pagefile/swap-backed address space, which is highly fragmented and 
widely scattered across the LBA range, making full-space visualization ineffective. The zoom highlights token-
synchronous paging behavior, with ~10 repeated access motifs aligned to the ~10-token decode run. 

Observed SSD Pattern (Model > DRAM Capacity): 

Randomized writes to the swap file/pagefile regions interleaved with reads needed to continue decode. 

Mixed read/write churn that repeats at token cadence (≈10 motifs for ≈10 tokens). 

Storage is engaged not only for model access, but also for runtime memory pressure management (evict → fault back 
in → compute → repeat). 

This is typically the more severe endurance and responsiveness case because it creates sustained mixed I/O and 
amplifies system-wide contention. 

Related prior tracing work shows that MMAP-off can trigger substantial SSD write traffic via pagefile activity, while 
MMAP-on can drive read traffic larger than the model footprint in certain runs, evidence that inference/runtime 
configuration materially changes host-visible SSD behavior. 

Red Flag: Decode-From-Storage and Read Induced Write Amplification 

A key red flag in this regime is that decode is effectively executing from storage: whether MMAP-on or MMAP-off, the 
same model-backed address space (file or in page file) is hammered with reads at token cadence (≈10 motifs for ≈10 
tokens). Even when the host-visible workload appears “read-heavy,” repeatedly stressing a narrow-read working set 
under latency constraints can increase the likelihood of secondary SSD side effects, GC pressure, 
metadata/journaling activity, mapping churn, and write-side interference under contention, creating a form of read 
induced write amplification. The practical takeaway is not the exact multiplier, but the architectural risk: per-token 
dependence on storage is both a performance limiter and a potential endurance/thermal concern if sustained. 
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Figure 13: Zoomed Read/Write LBA Scatter and LBA Access Count 

 

Note 1. Cumulative LBA access heatmap showing repeated read pressure on the same logical address ranges over 
time. Independent of MMAP mode, the heatmap highlights how decode repeatedly stresses a limited set of LBAs, 
forming ~10 distinct streaks that align with the ~10 token generation steps. This visualization emphasizes localized read 
intensity. 

Across all three figures in the section, decode exhibits token synchronous reuse of a narrow LBA working set, 
demonstrating that when model size exceeds DRAM, LLM inference repeatedly executes against storage backed 
address space rather than DRAM directly. 

Conclusion 
On-device AI fundamentally redefines the role of client storage. SSD is no longer a passive component serving best-
effort file transfers. They increasingly operate within the inference-critical envelope, shaping when models respond, 
how smoothly they generate output, and how systems behave under pressure. 

Across these regimes, no single SSD metric captures real-world AI behavior. Different phases stress different aspects 
of the device.  

• Model load favors sustained sequential bandwidth and queue-depth scalability.  

• KV persistence relies on predictable large block read and write behavior.  

• RAG retrieval depends on low-latency, low-queue-depth random reads.  

• Memory-constrained decode exposes quality of service and endurance characteristics. 

For system designers, this means storage must be evaluated as part of the AI execution path. For SSD architects, it 
highlights the need to optimize not just for peak benchmarks but for consistency across mixed and rapidly changing 
workloads. 

As AI PCs adopt larger models, longer contexts, and persistent on-device intelligence, the interaction between DRAM, 
virtual memory policy, and SSD behavior will only deepen. Treating storage as a core performance factor is now 
essential to delivering responsive, efficient, and reliable on-device AI. 

Micron’s leadership PCIe Gen5 products position it at the forefront of this evolution. By delivering the fastest and 
most powerful storage solutions, Micron is not just supporting edge AI — it’s enabling its future. 

The next generation of intelligent, responsive, and secure edge experiences will be built on storage. Micron is the 
foundation for those experiences. 
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